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Visual Representation 

 

• The visual representation 
of the collection at a 
given point is shown in 
the picture 

 

• This representation is 
developed using the 
metadata extracted using 
DROID and other scripts 

 

• The collection is currently 
4.3 TB and has 
approximately 1 million 
files in deeply nested 
directories 
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• Running one DROID instance to profile the  4.3 TB archeological 
data collection with mixed file formats takes  
• about two days to profile the collection on a slower processor 
• 6 to 8 hours  on a platform  equipped with 2.7 GHz processors 

 
 





Serial Versus Parallel 

• One job, one processor: a serial solution 

 

• One job, several processors: a parallel solution 

 

• Parallel Programming usually works by breaking 
problems into pieces, and working on those 
pieces at the same time 
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Deeply Nested Archaeological Collection 
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Running DROID in Parallel 
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1. We ran 31 parallel instances of DROID after coarsely dividing the 
workload (directories) for file-profiling into 31 directories   

2. The entire work-flow  (work-load distribution, submitting multiple DROID 
jobs on the supercomputer,  combining the results of multiple DROID 
runs, etc.) is mostly automated, few manual steps though 



Time-taken when Different Number of 
DROID Instances are Used Simultaneously 
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Running 31 
Parallel Instances 
of DROID 
 
Graphs show CPU 
usage, memory 
usage, and network 
bandwidth usage 
during parallel runs 
of DROID on Y-axis 
and time 
consumed on X-
axis 



Collection Before and After Cleaning 
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Lessons Learnt 

• Network bottlenecks in transferring large data from remote 
storage locations to computing resources 

– These can be mitigated by access to high-speed networks, or by 
storing data in close proximity to the computing resources 

 

• Need for software tools that are scalable/flexible enough to be 
used in high performance computing environments which are 
mostly Linux-based 

– Challenges in using DROID on our Stampede supercomputer 

 

• Training of data curators is critical  

– Basic Linux training, running the scripts in the workflow, 
troubleshooting 
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Conclusion 

• For efficiently managing large and evolving data collections, there 
is a need for fast data processing (reduced time-results) 

– Think data-intensive computing 

– Think open-science supercomputing resources and services 

 

• We have demonstrated that data curation workflows can be 
adapted on supercomputing platforms to reduce the overall time-
to-results 

 

• Hence, on-demand data curation of large data collections is 
possible through the usage of scalable software tools and 
hardware infrastructure 
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Thanks! 

 

 

Questions or Comments? 
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