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● Selected as Cornerstone Mission by the European Space 
Agency in 2000.

● Data Processing & Analysis Consortium (DPAC):
○ solely responsible for the scientific processing of 

the Gaia data to delivery a "science-ready" 
catalogue.

○ > 400 scientists and software engineers
○ spread through 20 countries.

● 6 Data Processing Centres (DPC)
○ Madrid (ESAC), Barcelona
○ Cambridge
○ Tolouse (CNES)
○ Geneva
○ Torino

● 5 years of scientific operations

Gaia Mission



expected 3D distribution in the Milky Way of 
the contents of the Gaia catalogue.



1 billion pixel
focal plane

one of the two primary 
mirrors



Gaia Deployable Sunshield Assembly (DSA) fully deployed 
at Astrium, Tolouse.



Launch:
Soyuz launcher
October 2013
French Guiana

Destination: L2



Data Management and Processing

The Challenges



● Daily data volume:
○ on average ~40GB raw compressed data
○ peaks of 120-150GB (galactic plane)
○ 40 million transits on avg. day

■ 12 observations of the same source on the focal 
plane.

● After 5 years:
○ 1 billion unique sources observed
○ a total of 100 billion (1011) focal plane observations 

of the unique sources [40-250].
● The whole sky is observed by Gaia every 6 months.

The flood of data



The sky as seen by Gaia



● Processing is partitioned amongst the DPCs
● Processing is iterative with a 6-12month cycle:

○ 1-6: process real time data
○ 7-12: re-process 1-6 plus the real time data
○ 13-18: reprocess 1-12 plus the real time data
○ etc.

● The complexity of the processing (e.g. more refined 
algorithms) increases with time as well.

● Development and implementation of the processing 
algorithms is a DPAC responsibility:
○ ~2005-2013: Development & Testing
○ 2013-2020: Production + maintain & improve

The data processing challenge



● They are a square peg, we have a round hole:
○ batch processing => full table scans
○ no real queries just data organisation
○ centralised storage => move the data to computation
○ sequential I/O => random reads/writes

● In addition:
○ hard/expensive to scale
○ transactional model gets in the way (when you don't 

really need transactions)

Traditional RDBMS not suitable



Ok, what else is left ?



Hadoop in a nutshell
● A distributed filesystem.

● A distributed batch processing engine for (currently) 
Map/Reduce applications.

● An API providing a simple parallelisation abstraction to 
implement batch processing jobs.

● Open source implementation of an architecture 
originally developed by Google



● User: sees a large filesystem (a la raid)
● Under the hood: 

○ blocks are stored on different nodes.
○ a "Namenode" does the book-keeping for the 

filesystem namespace
● Optimised for streaming access:

○ not a POSIX filesystem
○ write once read many

● Designed with reality in mind:
○ The network is not reliable nor are the nodes
○ The cluster topology will change
○ The network/hardware is not homogeneous
=> blocks are replicated on different nodes

Hadoop: distributed filesystem



● Provides a simple parallelisation abstraction for the 
application developers:
○ move the computation, not the data
○ take care of synchronisation
○ resilience against hw/sw failures/glitches

● The job scheduling layer is topology-aware:
○ if all the nodes serving a block are already busy,
○ schedule the task to a node that is close to one of 

the nodes hosting the required block of data

Map/Reduce



Strong involvement of industry

but still an open source project



Hadoop and Gaia
● DPCI (Cambridge) has been the first to seek innovative 

solutions capable of meeting the Gaia data 
management and processing challenges.

● Since 2009 we started investing in Hadoop and its 
ecosystem developing a rich software API to support 
the development of the Gaia processing algorithms.

Others are now following within Gaia DPAC:
● French space agency (CNES) will use Hadoop as part of 

its Gaia data processing infrastructure.
● The Geneva DPC (variability processing) is also 

considering moving to Hadoop.



IoA Gaia Hadoop Cluster

● 108 identical nodes providing:
○ 1296 cores
○ 5.1TB of memory
○ 0.95PB of raw storage

● Networks:
○ Infiniband 40Gb
○ Ethernet 1Gb
○ Service (IPMI)

● Perks:
○ Redundant data transfer nodes
○ Redundant NFS staging/backup areas
○ Web/App servers
○ Cluster management software






