
A Peer-to-Peer Architecture for Digital Curation
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Overview

One of the key issues in supporting Digital Curation is managing data in distributed, 
flexible, scalable and autonomous ways. This is a proposal for an architecture based on 
Peer-to-Peer systems that can be used to facilitate large-scale distributed data management.  
Our research axes are:

Large-scale decentralisation.  No central stores, or algorithms; instead, fully decentralised 
data management and full adaptability.

Increased autonomy.  No established "contracts" as to how long a node should be in the 
system, or of data replication of the data available at a single node. Nodes autonomously 
manage their data and decide upon joining and leaving the network.

Security.  User-level data access, so as not to (i) compromise data integrity, or (ii) allow 
access to users who the nodes of the system do not want to grant access to.

Efficient data retrieval and manipulation. Performance in a decentralised system is of 
paramount importance.  New performance metrics and data retrieval and manipulation 
primitives.

The entire framework is build and operates over Web Services.

Status

The groundwork has been laid out; interesting results in terms of 
security views, mapping indexes and system evloutionary aspects, 
query reformulation and processing.  Stay tuned!

Acknowledgments. Many thanks to Apostolos Apostolidis, Melina 
Sanina, and Sophia Pediaditaki for implementing parts of the system 
during their Master's theses.
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Security views

A node exports different XML 
views of its data to different 
peers.  Views are cached at 
the remote peer. 
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Authentication, and failing 
fast

Authenticate against local 
view; periodically and 
incrementally update the view.  
Two strategies: eager and lazy.
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Mapping and routing index

A single mapping index is virtual across 
all nodes; in reality it is fully 
decentralised, with different nodes 
maintining different parts at different 
times.  A maintenance protocol updates 
the index.  The mapping index is used to 
route queries and rewrite (reformulate) 
queries.
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Parallel evaluation

An initial evaluation plan is built by the recipient peer 
according to its own mapping index information.  The 
plan is then fragmented and the fragments are 
forwarded to other peers.  The query is partially 
evaluated and results are propagated to the original 
peer, which then combines the results and propagates 
them to the user.
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An initial evaluation plan is built, which is 
then propagated to appropriate peers.  Each 
peer performs local computation and routes a 
plan including partial results to another peer.  
The process continues until the final result is 
produced and returned to the user.

Node joining and leaving

Upon joining the network, an 
entrance protocol allows peers 
to exchange information and 
populate their mapping 
indexes.  Upon leaving, an exit 
protocol disconnects the peer, 
making its data unavailable to 
the network.
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