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Preface 
The Digital Curation Centre (DCC) develops and shares expertise in digital curation and makes 
accessible best practices in the creation, management, and preservation of digital information to 
enable its use and reuse over time.  Among its key objectives is the development and 
maintenance of a world-class digital curation manual. The DCC Digital Curation Reference 
Manual (formerly the Digital Curation Manual) is a community-driven resource—from the 
selection of topics for inclusion through to peer review.  The Manual is accessible from the 
DCC web site (http://www.dcc.ac.uk/resources/curation-reference-manual). 

 

Digital Curation Reference Manual instalments provide detailed and practical information 
aimed at digital curation practitioners.  They are designed to assist data creators, curators and 
reusers to better understand and address the challenges they face and to fulfil the roles they play 
in creating, managing, and preserving digital information over time. Each instalment will place 
the topic on which it is focused in the context of digital curation by providing an introduction to 
the subject, case studies, and guidelines for best practice(s).  To ensure that this manual reflects 
new developments, discoveries, and emerging practices authors will have a chance to update 
their contributions annually.    

 

To ensure that the manual is of the highest quality, the DCC has assembled a peer review panel 
including a wide range of international experts in the field of digital curation to review each of 
its instalments and to identify newer areas that should be covered.  The list of current and 
previous members of the peer review board is provided at the beginning of this document. 

 

The DCC actively seeks suggestions for new topics and suggestions or feedback on completed 
instalments.  Both may be sent to the editors of the DCC Digital Curation Reference Manual at 
info@dcc.ac.uk. 

 

Joy Davidson and Kevin Ashley 

Digital Curation Centre 

18 April 2011 
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Abstract 
The ability to support products (be they artefacts or services) over extended lifecycles is to a 
great extent dependent upon the ability to maintain complete records of the design, manufacture 
and ultimately operation of such products.  This task is, in essence, one of curation, where 
efforts must be expended in ensuring that these records are managed in such a manner that their 
original content and intent is clear to subsequent users of each entity within the record. 

In order to achieve this, it is essential that these records are constructed in such a manner as to 
adequately capture required detail and ensure these remain accessible and comprehensible to 
future users, many of whom would be uninvolved in its generation. A £5 million research 
project, KIM, was tasked with investigating this topic.  A number of key conclusions were 
drawn from the complementary but eclectic work conducted during the project, each of which 
emerging from different domains and different aspects of the design process.   In order to 
provide a single, coherent set of recommendations for users and developers of design 
representation tools, a set of coherent principles have been established by synthesis of these 
conclusions.  This paper aims to convey these principles and to make clear their provenance. 
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1. Introduction and Summary 

Long-term knowledge and information management strategies are becoming increasingly 
important in the engineering sector. As manufacturers take longer-term responsibility for their 
products, information becomes a vital asset for gaining a competitive advantage, but it can only 
be used if it can be accessed and correctly interpreted. The Principles for Through-life 
Management of Engineering Information are a distillation of some of the good practices 
uncovered by a three-and-a-half year project examining this topic. These Principles have been 
derived from research conducted within the engineering domain; however, they have broad 
applicability across most information- and data-rich domains. This chapter begins by describing 
the background to the Principles and how they were developed, before presenting the Principles 
themselves and providing examples of their use. 

2. Background  

Within the engineering sector, many companies are shifting from product provision business 
models to through-life service support, where they are responsible not only for delivery of a 
product to a customer but also in the upkeep (which may include upgrade or adaptation) of that 
product throughout its life.  Such a model is increasingly common throughout the construction, 
aerospace and defence industries. 

Alongside providing an additional revenue stream this also acts as a mechanism for 
encouraging supply-side innovation and for increasing the potential for integrating product 
development with in-service operations.  As manufacturers accept greater responsibility for the 
support of equipment from design to disposal, the underpinning records which support the 
product development process begin to assume greater importance in the service phases, 
supporting what is becoming a key aspect of the manufacturer’s business. 

Maintaining records for such extended lifecycles introduces a number of unique challenges, as 
well as throwing existing sub-optimal practices into sharp relief.  As detail of the design, 
manufacture, service arrangements and configuration of products and associated detail (for 
example contracts and contemporary legislation) may now be essential for operations many 
years in the future, it is not possible to rely upon individuals’ memories or retrieval of 
information from personal silos.  Instead, information must be shared and managed in a manner 
that facilitates retrieval and comprehension by individuals who may have no previous 
involvement or engagement with the original product and service development processes. 

This was the central area of interest for the Knowledge and Information Management Through 
Life (KIM) Project, initiated in 2005 and completed in 2009, involving over 70 academics and 
researchers across eleven UK Universities and with involvement from over 80 companies.1  
This significant research project was partitioned into three main Work Packages.  The first 
Work Package dealt with issues relating to the representation and organisation of design 
information, along with mechanisms for automating its generation.  Key to this work package 
was ensuring that the approaches taken to the representation of design records and their 
subsequent manipulation, treatment and organisation would enable access, comprehension and 
                                                 
1 Alexander Ball et al., 2006, ‘A Grand Challenge: Immortal Information and Through-Life Knowledge 
Management (KIM),’ International Journal of Digital Curation 1, no. 1,  
http://www.ijdc.net/index.php/ijdc/article/view/9/ (accessed 1 Dec 2009). 
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ultimately re-use of those records over extended lifecycles of the order of decades.  The second 
Work Package had two strands: learning from the use of products in service, both from the 
organizational perspective and at the fine-grained technical level, and appraising the value and 
ongoing utility of information.  The third Work Package considered issues such as the 
incentivisation of contractors and the managerial and governance optimisations necessary to 
implement relevant approaches within organisations. 

Whilst the research of the third Work Package is highly significant in itself, it is the research of 
Work Packages 1 and 2 that has been the primary driver for the development of a set of 
Principles for Through-life Management of Engineering Information.  These Principles are a 
synthesis of the work of distributed Project partners, providing the broader community with 
both an easily digestible introduction to that work, and a distillation of its essence.  The 
Principles themselves form the bulk of this chapter, providing guidance on the generation and 
treatment of engineering information such that it is retrievable over extended lifecycles. 

3. Curating Engineering Design Information 

Underlying the Principles is a body of research concerned with the curation of engineering 
information. Although one key work task of the KIM Project focused upon curation as a subject 
in its own right, the composite efforts of each separate strand form an approach to information 
generation, representation and organisation which is in essence a curation strategy, supporting 
both technical and conceptual management and re-use of this information throughout its life. 

The engineering design record is captured in a variety of representations and formats, some of 
which define the product being designed and some of which seek to describe in some manner 
the necessary activities conducted in its development.  These entities describing the 
development process may be formal records, such as reports, notes and minutes, or may be 
artefacts utilised or generated during design activities such as early-gestation models of the 
product, collections of supporting information sources or analysis models, including input and 
output files. 

These differing forms of record are generally disparately located; whilst efforts may have been 
undertaken to collate certain types of record into a central store the design artefacts generally 
exist in dispersed areas, in many cases in an individual’s computer or storage area.  The parties 
engaged in the design change as the product matures, most significantly as the manufacturing 
instructions are developed and service plans devised – although concurrent engineering attempts 
to align these activities such that mutually optimum design decisions are made, the dominant 
flow is from design into manufacture.  As such, the design record may be distributed across 
disparate teams whose interactions may not be immediately apparent within the records 
themselves. 

Thus, if a design episode is to be revisited at distant points in the product’s lifecycle it is 
necessary to unify these records, to provide a comprehensive ‘picture’ of the product and the 
processes by which it came to be, in doing so providing a mechanism by which design activities 
and their supporting information and decision-making may be made clear to those not involved 
in the original design. 

This goal sits alongside the specific curation task within the KIM Project; whilst the curation 
task investigated how the specific representation formats may be managed over extended 
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lifecycles,2 the remainder of the Work Package sought to identify how the representations of 
product, attendant development activities and rationale underpinning these activities could be 
treated to ensure they remain a comprehensible record of the design over such lifecycles.  It is 
these aspects which will be described here. 

 

In each section references will be made to the Principles which the concepts and examples – 
where discussed – underpin.  It is hoped that this will further communicate the basis upon 
which each Principle is founded, and provide greater context to the set of Principles. 
 

Advanced Engineering Representations 

The engineering design record may be characterised as the information set which documents the 
design intent and which is important in supporting the designed artefact or service during 
manufacturing or construction and whilst in use. A survey conducted within the KIM Project 
collated the views of 137 engineers on which forms of information they frequently wish to 
retrieve from the engineering design record, and which such forms they feel it is important to 
capture for use of future engineers.3  The results highlighted that broadly speaking it is 
information about the state of product, about the processes applied at each iteration of the 
product state and about the underlying reasoning behind courses of action that are of greatest 
interest. These three elements – product, process and rationale – were therefore the focus of the 
Project’s research into advanced engineering representations. 

It is generally not possible to decompose existing design records into the constituent elements 
described above; for example, meeting minutes do not generally capture reasoning but instead 
focus upon end actions, design reports provide key findings but typically limited information 
about the processes which lead to them, and neither the processes nor rationale are linked to the 
aspect of the product to which they relate.  By treating each individually, thus ensuring salient 
aspects of each are captured in a rigorous and sustainable manner, and providing a coherent 
picture of the inter-dependencies between them, an enduring design record may be constructed. 

Representations of Product 

Whereas product representations in the early design process may be limited to paper-based 
sketches, later-stage design representations are increasingly electronic.  Many such modes of 
representation are deployed in support of a design activity, for example a systems diagram may 
assist in the management of a phase of design or a simplified geometric representation may be 
constructed for analysis (for example to investigate structural integrity or fluid flows around the 
artefact).  None of these representations provide a complete depiction of the product, each 
intending to support manipulation of an aspect of (or an abstraction upon) the product. 

Computer-Aided Design (CAD) tools were developed in order to provide computational 
representations of product geometry, and have been widely deployed in order to provide a 
detailed central product depiction and to support Digital Mock-Up (DMUs) of the product 

                                                 

2 Alexander Ball, Lian Ding, and Manjula Patel, 2008, ‘Towards a Curation and Preservation Architecture for 
CAD Engineering Models’ (paper presented at the 5th International Conference on Preservation of Digital Objects 
[iPRES 2008]: ‘Joined Up and Working: Tools and Methods for Digital Preservation’, 29–30 September, in 
London), http://opus.bath.ac.uk/12764/ (accessed 23 Dec 2009). 
3 Peter Heisig et al., ‘Exploring Knowledge and Information Needs in Engineering from the Past and for the 
Future: Results from a Survey.’ Design Studies (in review). 
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throughout its development.  A key issue in design, especially when it is highly distributed, is 
the proliferation of multiple, essentially uncontrolled versions of the product representation 
upon which key actions are undertaken and decisions made, but which are not linked to a given 
gestation of this central CAD model. 

To address this, an approach was developed which allows the central CAD model to be 
decomposed into redacted viewpoints, which support the needs of downstream activities, whilst 
still maintaining direct computational linkage between elements in the reduced viewpoint and 
the underpinning central CAD model.  Various approaches, including lightweight 
representations, support this ambition.4 

Principles supported: 

Principle 2 – Granularity – Defining the product as a sum of elements, with the granularity of 
each element appropriate for the required usage 

Principle 4 – Uniqueness – Creating distinct elements with which to build up any required 
definition of the product, and which may be referenced elsewhere 

Principle 8 – Portability – Allow the elements to be constructed into a lightweight 
representation for use and annotation wherever required 
 

Representations of Process and Rationale 

The capture of both process and rationale allows the evolution of the design to be tracked, thus 
allowing for decisions and courses of action to be reconsidered – both in the face of increased 
understanding of the requirements and performance of the product in service and in the light of 
new methods, tools and materials.  It is possible to consider activities within a process as being 
conducted by practitioners either working individually or in groups,5 in which case differing 
approaches are necessary although they may be usefully interlinked.6 

In the case of an individual working within a computational environment, by making the 
information inputs directly computer-interpretable (such as for product representation, 
described above) and using pre-defined and distinctly referenced methods it becomes possible 
to capture the process followed as an information flow.  This may be translated into differing 
views (through composite documents, built up from the underpinning captures) to reflect 
various subsequent reporting and documentary needs,7 thus ensuring that all further design 
documentation refers to the original product representation and activity records, thereby 
reducing duplication of information. 

In group activities, the prevalence of verbal communication adds an additional complication, 
where the process and supporting rationale may not be computationally encoded but remains 
vital in describing the design activity.  The approach developed in this work, Knowledge 
                                                 
4 Lian Ding et al., 2009, ‘Annotation of Lightweight Formats for Long-Term Product Representations,’ 
International Journal of Computer Integrated Manufacturing 22, no. 11: 1037–1053,  
http://dx.doi.org/10.1080/09511920802527616. 
5 In the Computer Supported Collaborative/Cooperative working paradigm, these correspond to asynchronous and 
synchronous modes of working respectively 
6 Matt Giess et al., 2008, ‘The Integration of Synchronous and Asynchronous Design Activity Records’ (paper 
presented at the 10th International Design Conference [Design 2008], 19–22 May, in Dubrovnik, Croatia). 
7 Lian Ding et al., 2009, ‘Component-Based Records: a Novel Method to Record Transaction Design Work,’ 
Advanced Engineering Informatics 23, no. 3: 332–347,  http://dx.doi.org/10.1016/j.aei.2009.03.001. 
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Enabled Notes (KEN),8 allows for video or audio excerpts to be associated on a timeline with 
agenda items, external information resources (including the central CAD model), web pages 
and actions.  Thus, the discussions and debate which lead to a decision may be revisited through 
the video and audio excerpts, such that lines of reasoning may be understood.  The external 
resources, linked via timeline to the various passages of debate, may be retrieved to provide a 
clear picture of the basis upon which decisions were made.  Further work was conducted in 
capturing the processes a user follows in immersive Virtual Reality (VR) environments9 and 
within an educational design environment.10 

Principles supported: 

Principle 2 – Granularity – Defining a design episode as a series of connected elements, with 
the granularity of each element appropriate for the required usage 

Principle 3 - Identity – Uniquely identify all design episode elements once and refer to these in 
following episodes and in supporting records 

Principle 4 – Uniqueness – Defining information once, and referencing its use within design 
episodes.  Defining design activity as a single central record, and constructing documents for 
varying reporting purposes by reference to elements of this central record 

Principle 5 – Usability – Ensure that the meaning of each referenced information entity is made 
clear to the user, such that they may be referenced and utilised in design activities 

Principle 6 – Reusability – Allowing documentary reports of design episodes to be constructed 
from underlying design records 

Principle 9 – Robustness – Capturing processes and rationale directly from actions performed in 
a computational environment, documenting processes by translation of such captured records 
 

In certain individual activities there is little discernable process but instead considerable 
judgement exercised, for example in the selection of a given resolution to a problem with 
incomplete information.  Based upon the Issue-Based Information System (IBIS) approach,11 
the Design Rationale Editor allows for potential solution paths to be mapped out with 
advantages and disadvantages clearly defined, such that it both supports decision-making and 
provides a clear, coherent record of this decision-making process.12  DRed also has 
functionality to reference external information resources, including a product representation,13 

                                                 
8 Alastair P. Conway, William J. Ion, and Andrew Lynn, 2009, ‘Knowledge Enhanced Notes (KEN)’ (paper 
presented at the 17th International Conference on Engineering Design [ICED’09], 24–27 August, in Stanford, CA). 
9 James M. Ritchie et al., 2007, ‘Cable Harness Design and Installation Planning Using Immersive Virtual Reality,’ 
Virtual Reality 11, no. 4: 261–273, http://dx.doi.org/ 10.1007/s10055-007-0073-7. 
10 Heather J. Rea et al., 2007, ‘CBBC Bamzooki™ As a Tool for Engineering Design Research,’ in Proceedings of 
Learning with Games (LG2007), ed. Marco Taisch and Jacopo Cassina, 585–594, 
http://www.costar.hw.ac.uk/publications/2007_LFG_Conference.pdf (accessed 23 Dec 2009). 
11 Werner Kunz and Horst W. J. Rittel, 1970, ‘Issues as Elements of Information Systems’ (Working Paper 131, 
Berkeley, CA: Institute of Urban and Regional Development, University of California at Berkeley), 
http://www.cc.gatech.edu/~ellendo/rittel/rittel-issues.pdf (accessed 23 Dec 2009). 
12 Rob Bracewell and Ken M. Wallace, 2003, ‘A Tool for Capturing Design Rationale’ (paper presented at the 14th 
International Conference on Engineering Design [ICED’03], 19–21 August, in Stockholm, Sweden). 
13 Rob Bracewell et al., 2009, ‘Dred 2.0: A Method and Tool for Capture and Communication of Design 
Knowledge Deliberated in the Creation of Technical Products’ (paper presented at the 17th International 
Conference on Engineering Design [ICED’09], 24–27 August, in Stanford, CA). 
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such that a clear linkage is established between lines of reasoning and the information either 
informing reasoning or upon which subsequent decisions will impact. 

The Organisation of Information 

A number of tools have been developed for centralised organisation and management of 
information, from central file stores to document management systems to Product 
Data/Lifecycle Management systems (PDM, PLM).  The majority of these systems offer 
controls such as user access, versioning and metadata attachment, however the conceptual 
organising schemes or constructs by which information may be partitioned or otherwise 
arranged to support subsequent retrieval are typically arranged in rigid views. 

A typical construct may be the Bill of Materials or Product Structure Tree, whereby the overall 
product is decomposed into assemblies, components and in certain cases features, against which 
information may be associated.  This introduces issues of viewpoint-dependency, whereby a 
given decomposition may not be meaningful or useful for all potential users.  Further to this, it 
becomes difficult to denote constraints or context, where a given information entity may only 
be of relevance to a given aspect of product in a given situation.  Thus, it is essential that both 
viewpoint-dependency and context be illustrated in the organisational approach. 

A number of approaches to the organisation of information were developed, each with varying 
levels of computational inference.  At one end of this spectrum, an approach was taken to model 
the relationships between manufacturing instructions and product features taking into 
consideration the specific part family, noting that equivalent features (for example, an oil seal 
groove) would require different manufacturing methods for small shafts than for aerospace gas 
turbine engine shafts.  This was intended to support computational inference, such that 
manufacturing approaches could be generated for new designs based upon approved methods.  
Key to this approach is identifying (both conceptually and computationally) consistent features, 
part types and families and the relationships between them, and associating these with coherent 
manufacturing instructions that may be assembled into coherent plans. 

In the mid-point of the spectrum, with relevance for both computational inference and human 
assimilation, an approach was devised for refactoring product and process information to suit a 
rationale-centric viewpoint.14 The approach used a metamodel that contained concepts similar 
to the issues, proposed answers and arguments found in rationale models, but related to 
requirements placed on the product design, such as a part needing to be a certain size, or a pair 
of parts needing to be a certain distance apart. In the metamodel, contexts for these 
requirements are provided by both a hierarchy of parts and a flow of process steps. Viewing 
product and process information from this perspective allows not only the easy analysis of how 
a product was intended to function, but also the addition of emergent uses as they are 
discovered, and the assessment of the impact on the product design of any changes to 
requirements. 

                                                 

14  Alison McKay et al., 2008, ‘Product Development and the Transition to Product Service Systems’ (paper 
presented at the Knowledge and Information Management Through-Life Seminar, 24 June, in London), 
http://www.engineering.leeds.ac.uk/iesd/research/documents/Leeds-IMechE-KIM08--V-Final.pdf (accessed 23 
Dec 2009). 
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Principles supported: 

Principle 2 – Granularity – Constructing organisational schemes around elements at appropriate 
granularities to ensure re-use of elements within appropriate context 

Principle 3 – Identity – Defining information entity once only and allowing it to be referenced 
as per topic maps 

Principle 4 – Uniqueness – Creating single information entity and superimposing abstracted and 
user-manipulatable organisational schemes upon corpora. 

Principle 6 – Reusability – Supporting mapping of dependences to foster retrieval and re-use 

Principle 10 – Discovery – Assessment of the impact of changes to processes and product 
 

In terms of supporting information for human assimilation, two approaches were developed, 
one treating the composite documents developed in related work in product and process 
representation and one treating extant documentation.  The work treating the composite 
documents took advantage of the links to underlying information entities to provide a browsable 
map, where associations between elements could be traversed to follow the design episode.  
Topic Map technology was employed, providing a technique where each ‘topic’ (representing 
the entity of interest) within the abstracted association map is hyperlinked to the tangible 
information entity, thus not only allowing the design episode (and episodes with information 
dependencies) to be browsed but also the complete set of information used in the episode to be 
retrieved.15 

By providing a consistent representation of each information entity within the map, and 
defining the various types of association it may have with other entities of association, it 
becomes possible to dynamically modify the view of the episode according to a given 
viewpoint. 

Where interdependencies between information entities cannot be captured or are weakly 
defined, as is the case for current information resources (for example analysis files, 
manufacturing drawings and textual reports), classification schemes provide a mechanism for 
supporting users in identifying subsets of information relevant to their needs. 

Enumerative schemes, those which partition the corpus recursively, suffer from viewpoint-
dependency because the selection of criteria on which to divide the corpus (and subsequent 
subsets at further levels of partition) may only be meaningful to a certain set of users.  Faceted 
Classification addresses this by providing what are essentially concurrent classifications, each 
independent from the other, and within which each entity is classified against an appropriate 
category.16  Thus, a user may browse across the separate concurrent schemes (facets) in any 
combination and at any required level of granularity and retrieve only those information entities 
which are categorised in all of the highlighted categories – essentially, the entities contained 
within the intersection of the different categories of interest. 

                                                 
15 Matt Giess et al., 2007, ‘Design Re-use Supported by Improved Product, Process and Rationale Representation 
and Information Organisation’ (paper presented at the 16th International Conference on Engineering Design 
[ICED’07], 28–31 August, in Paris, France). 
16 Matt Giess, Peter J. Wild, and Chris McMahon, 2008, ‘The Generation of Faceted Classification Schemes for 
Use in the Organisation of Engineering Design Documents,’ International Journal of Information Management 28, 
no. 5: 379–390, http://dx.doi.org/10.1016/j.ijinfomgt.2007.10.001. 
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If the facets are extended to include aspects related to context, such as the rôle of the author, the 
form of approval, the coverage and creation dates and the issue number, a user unfamiliar with 
the domain may make some estimate of the provenance of the information17 and thus make 
some subjective assessment of its currency, validity and accuracy.18 

Assessing the Records 

As an adjunct to the work in developing more readily-curated representations and associated 
methods of organisation, approaches were devised which allowed the value and the efficacy of 
these representations as records of each design activity to be evaluated. 

Firstly, a set of attributes were developed, which in combination could provide a guide as to the 
value of an information entity both in regards to meeting a specific information need and as an 
asset in its own right. For some entities, the value is clear: product, process and rationale 
models, for example, each play an important part in expressing the developed design.  There 
are, however, items of information which sit outside this set for which decisions must be made 
regarding how important they are to the support of products or maintenance of corporate 
memory.  Examples include amongst many others documents used for learning, superseded 
documents, and aborted strands of work. 

Among the attributes identified, some were inherent (such as accuracy and availability) whereas 
others were more relevant at the point of use (for example relevance and currency).  Various 
measurable or otherwise quantifiable characteristics were developed for assessment of these 
attributes, for example to assess accuracy it would be possible to test whether the document had 
been approved, or whether the document had been written by a subject matter expert.  Although 
it is possible to assign scores to each characteristic and from these aggregate or otherwise 
compute an overall score for value (for example through Bayesian Logic19) it is also possible to 
display these characteristics to a user, providing additional context when considering a set of 
information which is otherwise equally relevant to their needs 

The assessment of the design record also extends to identifying sub-optimal practice, where 
engagement within the operation of the product is a boon to locating undesirable behaviour and 
thus gaining the ‘evidence’ to validate or discredit certain design activities.  A second strand of 
work was therefore undertaken in this area, with the specific task of providing greater structure 
to in-service query reports, such that an overview of operating conditions could be seen and also 
to highlight suboptimal behaviour of the component. This was achieved principally by both 
visualisation of the records20 and by applying Data Mining techniques to reveal frequently 
occurring issues and the context in which they appeared (for example, whether certain 

                                                 
17 Matt Giess et al., 2009, ‘Organising and Contextualising Engineering Business Information Through the 
Application of Faceted Classification,’ in Proceedings of the ASME 2009 International Design Engineering 
Technical Conferences & Computers and Information in Engineering Conference (IDETC/CIE 2009): August 30 – 
September 2, 2009, San Diego, California, USA (New York: ASME). 
18 Yuyang Zhao et al., 2008, ‘Information Evaluation Investigation in Engineering Organizations’ (paper presented 
at the 2nd European Conference on Information Management and Evaluation, 11-12 September, in London). 
19 Yuyang Zhao et al., 2008, ‘High Value Information in Engineering Organisations,’ International Journal of 
Information Management 28, no. 4: 246–258,  http://dx.doi.org/10.1016/j.ijinfomgt.2007.09.007. 
20 Yee Mey Goh et al., 2009, ‘From Faceted Classification to Knowledge Discovery of Semi-structured Text 
Records,’ in Data Mining: Theoretical Foundations and Applications, ed. Ajith Abraham et al., vol. 6 of 
Foundations of Computational Intelligence, 151–169 (Berlin: Springer), http://dx.doi.org/ 10.1007/978-3-642-
01091-0_7. 
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components suffered faults under certain operating cycles in certain theatres21).  As the design 
activities for each particular component could be traced through the improved representations, 
suboptimal design practice could be identified to allow further consideration and modification 
of subsequent working practice. Feedback from service should reflect the arrangement of the 
artefact itself, such that both the form of the product and the associated supporting design 
activities may be clearly isolated.  There are, in general, two different forms that such feedback 
may take: whether the artefact or service provided the intended functionality, and whether it 
was deployed in the anticipated manner or environment. Evaluation of the former requires an 
understanding of the latter, as it is not possible to ascertain desired behaviour if its operating 
environment is not known – deviation from expected behaviour could be as much to do with 
unintended operation as any inherent error in meeting design goals. 

The two types of feedback each have a different impact.  An increased understanding of the 
operating environment supports optimisation of the design requirements and any specific 
operating examples against which it is analysed (the load cases).  An understanding of the 
behaviour of the product provides arguably richer information, as it validates the design process 
itself (along with assumptions made) and indicates which elements of this process may be 
suboptimal. 

To be able to best deploy this improved understanding obtained from in-service, it is thus 
essential to be able to identify clearly the specific elements of the design record which this new 
information may beneficially optimise, as different feedback supports differing improvements 
to the design process.  Thus, the ability to trace back to the original design activity is essential if 
the observations from service are to improve the way engineers conduct design – in the absence 
of this, engineers may treat the emergent symptoms but not the root cause. 

Principles supported: 

Principle 4 – Uniqueness – Associating all relevant feedback to a single underpinning entity in 
order to build up a ‘body of evidence’ 

Principle 7 – Evaluation – Continually assess the value of each information entity, guide 
archiving decisions and to provide assistance in retrieval 

Principle 10 – Discovery – Construct the design record to ensure that observed practices may be 
attributed to given episodes, from which the effectiveness of activities conducted within that 
episode may be understood 
 

4. Motivation for the Principles 

The need for unity and coherence across the KIM Project was important not only in co-
ordinating the work but also in promulgating the results and central message of the research.  
The inherent differences in viewpoint and perspective of each stakeholder within the KIM 
project were entrained in the approaches each took; this impacted upon the necessary 
coordination and also upon how the end results might be presented as a coherent body of work 
to those who would use them. 

                                                 
21 Yee Mey Goh, Matt Giess, and Chris McMahon, 2009, ‘Facilitating Design Learning Through Faceted 
Classification of in-Service Information,’ Advanced Engineering Informatics 23, no. 4: 497–511, 
http://dx.doi.org/10.1016/j.aei.2009.05.003. 
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It is this issue which proved most challenging when interacting with the industrial consortium – 
a mix of expert practitioners from various engineering disciplines who provided highly valued 
input and resources and who wished to make use of the outcomes.  Where a given item of 
research might easily be interpreted in the context of one particular industrialist’s perspective, 
for others the relationships were equally important but much more abstract.   It was also noted 
that there was a general problem in conveying the strength of the combined work, above and 
beyond each constituent element, in a concise manner. 

It was for this reason that the Principles of Engineering Information Management, the focus of 
this chapter, were developed.  These Principles were proposed by the KIM Project Director, 
Chris McMahon, as a mechanism for abstracting the research work into pragmatic, coherent 
advice to guide development and implementation of information management approaches 
within engineering.  The initial set proposed by McMahon included principles relating to 
organisation and social interactions; however, they were refined by members of the KIM team 
into a subset dealing with technical systems, with attendant ramifications for curation.22 

The Principles are an attempt to distil the essence of each approach into a mutually compatible, 
coherent set of ambitions which both assist in the exchange of information across extended 
engineering enterprises but also allow such information to remain persistent across extended 
product and service lifecycles.  They are intended to be taken in the same vein as Ranganathan’s 
principles of facet analysis:23 ideals that should be applied wherever possible, recognising that 
compromise is necessary, and that not all principles may be applied in all circumstances.  By 
expressing the ideas as principles it becomes possible to cater for a wide range of end users, as 
each may take a particular view or slant upon each principle depending upon whether, for 
example, they are tasked with developing an information system or they are engineers using 
that system in practice.  It is highlighted at this point that such a set of principles may be 
deployed in other domains; however, they are defined as treating engineering information in 
order to reflect their gestation. 

Item of 

Work 

 

Principle 

Advanced Engineering 
Representations 

The 
Organisation 
of 
Information 

Assessing 
the Records 

Representations 
of Product 

Representations 
of Process and 
Rationale 

1 – Parsimony     

2 – 
Granularity 

    

3 – Identity     

4 – 
Uniqueness 

    

5 – Usability     

6 –     

                                                 
22 Chris McMahon et al., 2009, ‘The Development of a Set of Principles for the Through-Life Management of 
Engineering Information,’ (KIM Project report kim40rep007mjd10, Bath: University of Bath), 
http://opus.bath.ac.uk/16132/ (accessed 23 Dec 2009). 
23  S. R. Ranganathan, 1937, Prologemena to Library Classification (Madras: Madras Library Association). 
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Reusability 

7 – Evaluation     

8 – Portability     

9 – 
Robustness 

    

10 – 
Discovery 

    

11 – Design     

Figure 1. Matrix illustrating which items of work within the KIM Project inform or underlie 
each Principle of Engineering Information Management. 

Figure 1 illustrates how each item of work informs each principle, or otherwise provides the 
basis upon which each principle is asserted.  Principles 1 and 11, Parsimony and Design, are not 
directly evolved from a distinct item of work but instead are in essence guiding principles, 
dictating that the ability to curate design information requires that the system be suitably 
designed and that it incorporates only that information which is necessary. 

5. The Proposed Principles 

The various aspects of work described in preceding sections are coherent in that each drive in 
similar directions; however, it is useful to compile the essence of each such that a more 
complete view of the combined ambitions of all of the work may be obtained.  A set of 
principles has been established for this purpose, taking the concepts from each item of work and 
amalgamating them into a single reference set. 

Each principle is expressed through a standard template, giving an explanation of the concepts 
underpinning it and guidance for its deployment in a number of various contexts.  The first and 
last concepts are perhaps the most ubiquitous, however each of the remaining nine has been 
referenced within the preceding sections (within the grey boxes in each technical section) in 
order to make clear their gestation, motivation and justification. 

Principle 1 (The Principle of Parsimony): Create, record and retain information only if 
necessary. 

Explanation: The ability to re-use (some of) today’s information will be vital for tomorrow’s 
business success. Generating, recording and retaining information has associated costs to the 
enterprise so it is critical that the right types and quantities of information are created, captured 
and preserved. 

Guidance: The benefits of being able to use and re-use information in the short-term and long-
term future must be weighed against the costs of collection, storage and processing. Frequently 
the benefits in terms of time and money saved will outweigh the initial and ongoing costs. 

Guidance: The challenge is to determine what constitutes ‘if necessary’. Legal and regulatory 
issues may mandate automatic recording and retention of certain forms of information. For 
other information, the inherent uncertainty of the nature of future needs for today's information, 
especially when some of those needs are completely unknown or unimagined today makes this 
identification task a difficult problem. Cost-benefit analysis can help by evaluating the current 
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and likely future importance of particular information for the enterprise. The cost of identifying 
‘valuable’ information must also be factored into these analyses – if this cost exceeds the cost of 
retention, then it is better to retain more information and focus efforts on ensuring that retained 
information can be searched and re-used in the future. Succeeding principles provide further 
explanation and guidance on how to meet this challenge. 

Guidance: Moore’s law and Kryder’s law (informally that computer performance and hard disk 
storage doubles every two years) cannot save an information ‘pack-rat’ system that tries to 
preserve absolutely everything from being overwhelmed by too much ‘information’. Not 
everything should be preserved. 

Guidance: For effective use and re-use of information, organisations may need to capture more 
varied types of relevant information at all appropriate levels in the enterprise and at each 
appropriate stage in the processes with which it is associated. For instance, the specifics of how 
a particular procedure was implemented in practice may be as relevant as the top-level design 
document in the future. 

Guidance: Creation, recording and retention of information should go beyond just the 
information itself. A holistic approach should enable the creation, capture and retention of the 
organisation, the annotation, and the processing of information. For instance, being able to 
record the steps in manipulating information by an application or by a user enables the creation 
of ‘macros’ making processes repeatable – a technique which underlies associative and history-
driven CAD. 

Guidance: As the preceding two pieces of guidance indicate, applying this principle does not 
necessarily imply that less information will be created, recorded or retained, rather that these 
three processes will be applied in a smarter fashion. However, much information is created and 
recorded for other than informational purposes, such as merely demonstrating ‘productivity’; 
this behaviour should be discouraged. 

Principle 2 (The Principle of Granularity): Record information in a storable information 
object at a granularity appropriate for use and re-use. 

Explanation: The best size for each information object depends upon the needs of the business 
and associated tools and methods. This must be considered in terms of current needs and future 
expectations of how information may be re-used. By recording information in an appropriately 
sized chunk, the complexity and cost of organisation, annotation, and processing can be 
reduced. Similarly, the coarseness or fineness of the granularity, i.e. degree of subdivision into 
“smaller” objects, will have an impact on the usability and reusability of the information. 

Guidance: Large chunks of recorded information, for example reports of tens of pages, will 
contain information that is disparate in nature. As a result it may be difficult to disentangle 
relevant information to answer specific future questions. Creating or restructuring the 
information in smaller, more specific, chunks may ease re-use. 

Guidance: If the chunks are too small (for example an individual database record as opposed to 
a database table with content and schema), then they may be so de-contextualized that they 
depend on the processing system of which they are a part to remain useful. This reduces the 
overall system’s flexibility but may deliver in other areas of performance. 

Guidance: The sequences by which information entities may be grouped and manipulated 
should themselves be storable as information entities. The classic directory structure need not 
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be the sole mechanism for grouping information entities – extensive hyperlinking and faceted 
classification schemes may be effective alternatives. 

Evidence: An aerospace manufacturing company has reconsidered its structural analysis 
processes to allow manipulation of coherent objects, for example specific load cases, material 
properties, and items of geometry.  These are stored as individual objects in a Product Data 
Management (PDM) system which catalogues each object against various different dimensions 
or facets, including the specific data type, the relevant load iteration and the relevant product 
structure node.  This contrasts with previous methods, principally NASTRAN, which 
encompassed conceptually different information – including part geometry, loading, material 
properties and boundary conditions – in a single object (in this case a file) and as such could not 
be treated individually. 

The Chemical Markup Language (CML) defines the permissible range of elements within the 
domain of chemical engineering including molecules, reactions, and spectral data.24  By 
capturing information in this format, it may be processed, formatted and presented as required. 

The Darwin Information Typing Architecture (DITA) allows small self-contained topics of 
information to be generated for application in a variety of roles within technical documentation 
(see also the S1000D documentation standard25). 

Principle 3 (The Principle of Identity): Give an information object a unique and persistent 
identifier. 

Explanation: Unique identification of an information object allows it to be distinguished from 
all other information objects preventing confusion and error. Persistent identification of an 
information object ensures that it will always be possible to uniquely identify the information 
object, for example the identifier would survive changes to the information object, such as 
being relocated during an archiving process. 

Guidance: Information object “names” have traditionally taken two forms. The first form is 
intended to be human readable (e.g. a title); the second form to identify the unique place an item 
occupies in a system (e.g. an ISBN). Often, the same “name” will be employed in both roles 
and depending on its nature may not successfully satisfy human comprehensibility, uniqueness, 
or persistence. Information objects should have distinct “titles” and “identifiers”. In particular, 
information systems should allow information objects, especially (but not limited to) those in 
the form of files to have both useful titles (that enable humans to identify them) and coherent 
filenames (that serve to identify them within the information system.) 

Guidance: Information objects, especially documents, should be given titles that reflect the 
activities they actually describe and/or the content within the information object. Titles should 
follow agreed and systematic conventions. 

Guidance: An identifier may be unique to a specific context, i.e. a file in a person's private 
filespace, but may need to be extended in some fashion to remain unique in a broader context 
(i.e. a file could be made universally identifiable by prefixing with a machine address and a 

                                                 
24 Peter Murray-Rust, 1998, ‘Chemical Markup Language,’ in Electronic communication technologies: techniques 
and technologies for the 21st Century, ed. Mervyn Mitchard (Buffalo Grove, IL: Interpharm Press). See also the 
CML Web site, available from: http://cml.sourceforge.net/ 
25 S1000D, International Specification for Technical Publications Utilizing a Common Source Database 
(Aerospace and Defence Industries Association of Europe; Aerospace Industries Association of America; Air 
Transport Association of America). See also the S1000D public Web site, available from: http://public.s1000d.org/ 
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directory path, e.g. web page URLs). An example of frequent bad practice is where individual 
academics submit papers to conferences where the filename consists of the conference name; 
for any particular academic, they submit only one paper to that conference, thus the name is 
unique to them, whereas conference organisers are deluged by multiple papers from different 
people, all with similar filenames which must be immediately modified. 

Guidance: Persistence requires that an information object must always retain an identifier – if 
the identifier changes, then there must be a means of mapping from the old identifier to the new 
identifier, e.g. redirection links for moved web pages instead of broken links. 

Guidance: Electronic information objects will have a filename. Ideally this name should be 
based on a formal file naming system adopted for utility within the environment in which the 
information will be used. File names can be used to good effect if they contain contextualizing 
information – affiliations, order of generation, versioning and so on – which is both human and 
machine readable. Such identifiers may be (partially) derived from the information's 
characteristics. File naming conventions and the information systems that support them should 
be contrived, where practicable, to promote unique identification. 

Guidance: If identifiers are not meaningful to humans, then the information system must either 
support the aliasing of identifiers to human-comprehensible names and/or full content 
searching. 

Guidance: Some information entities may be strictly temporary and disposable in nature. Such 
information entities do not require unique and persistent identification. 

Evidence: The Topic Map paradigm seeks to construct maps of relationships between topics 
contained in disparate document corpora or information sets.  These maps are abstract networks 
of interconnected nodes with Uniform Resource Indicators (URIs) defining where a given topic 
appears in a tangible information resource.  In order to uniquely and comprehensively identify a 
topic, and thus ensure that identical topics in separate maps are merged when the maps are 
combined, Published Subject Indicators (PSIs) are defined.  These PSIs are uniquely named and 
rigorously maintained addressable objects. 

Manufacturing Drawings and General Assemblies have unique IDs with version numbers, 
which is also frequently the case for formal reports. 

Publishers assign International Standard Book Numbers (ISBNs) to books under Standard ISO 
2108.26 

Principle 4 (The Principle of Uniqueness): Create an information entity once only and 
explicitly reference it everywhere else. 

Explanation: Many information objects see frequent re-use as the building blocks of reports, 
presentations, and designs. The temptation is to make an explicit copy of a useful information 
entity and simply embed the copy of the information entity into a new larger whole. This 
creates duplicates, which increase storage costs, and subtle variants, leading to confusion as to 
which is the definitive version and gradual fidelity loss with the original. 

Guidance: To prevent duplication, make cross-reference links to information entities instead of 
explicitly copying and pasting, For instance, create a hyperlink to images rather than embedding 

                                                 
26 ISO 2108:2005, Information and documentation – International standard book number (ISBN), 4th ed. 
(International Organization for Standardization). 
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them in PowerPoint; avoid sending documents as attachments, instead send a hyperlink to 
where the document can be found and accessed on a server. 

Guidance: Cross-references to information entities and the nature of the cross-references 
between information entities should be explicit so that connections are rendered visible. It 
should be possible to categorise the various forms of cross-referencing available – in 
implementation terms, software should formally ‘type’ cross-references. 

Guidance: Sometimes multiple people will have to work on the same information entity. 
Mechanisms should be in place to either merge work done on the same information entity or to 
ensure that processing on any one entity is purely sequential (one change at a time). For 
information systems, this will usually involve file locking. Typically most desktop applications 
will lock an entire file once one person opens it for writing – a possible alternative is to use 
wiki-based systems to create multi-authored files and documents, allowing simultaneous 
creation of different sections. Good practice needs to be instituted to prevent uncontrolled 
editing across an entire document – there should be a balance between editing the actual 
information object and annotating it with comments and suggestions. 

Guidance: Defining an information entity, as a single instance does not contradict the need to 
create and maintain proper backups of information entities. It does, however, require that 
backup copies should be used for archival purposes and not become a source of duplicate and/or 
variant versions of information entities. 

Evidence: Chemical Markup Language24 allows information to be generated in a standard form 
such that alternative views – for example academic publications – may be direct translations of 
this underpinning information instead of modified replicas. 

Principle 5 (The Principle of Usability): Design an information entity explicitly to achieve its 
intended goals. 

Explanation: Information should be generated and delivered in such a way as to maximise its 
potential for being used to achieve a person’s or the organisation’s intended goal(s) with 
effectiveness, efficiency or satisfaction. 

Guidance: Optimisation requires careful consideration of the content of the information and its 
organisation, the representation used and the means for making the information more 
accessible. 

Guidance: Information entities should provide benefit through their intended and immediate 
use. The maxim is “First Be Useful” to meet today’s needs. 

Guidance: Designing for usability can be assisted by applying these heuristics: 

1. Information should be presented such that it is appropriate to the intended user and the 
intended setting of usage. Information should be written in the vocabulary of the 
expected user, using familiar words, phrases and concepts, appropriate to the usage 
setting (task, activity or function) for which the information is intended. It should follow 
the conventions of the usage setting, making information appear in a natural and logical 
order. 

2. The terminology used for naming and describing artefacts, including materials, 
components, products and so forth, should be that conventionally used for them in the 
prevailing usage setting. New settings and new artefacts may necessitate new terms, 
which may require definition for clarity. 
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3. Whenever information is provided in an information object, such as a document, the 
purpose of the information object should be clear with respect to the usage setting. 
Whenever information is provided as a set of information objects, the relationships 
between the information objects should also be made explicit. The media, representation 
and the level of detail should be selected so that users get the information they need in 
the form they need. 

4. Information should support the expected user, assuming appropriate knowledge of the 
domain as necessary for the usage setting. Where different (levels of) knowledge might 
be expected from different users, information should either be supplied separately or be 
so structured that information redundant to one type of user is hidden or easily 
disregarded. Quick-reference information for expert users should be available. 

5. Within information objects, information should be presented and structured so as to 
make it as natural and easy to locate and utilise as possible. Choice of media type, 
structure and presentation should be balanced as necessary to achieve this. 

6. Different strategies for finding information, suiting different search styles, should be 
supported within the limits of the information object’s medium. Examples include: 
information and document structuring, contents tables, indexes, metadata, hyperlinking, 
annotation and visualization, etc. 

7. Where information is used to support a task, it should be structured around the task, 
reflect the conditions in which it will be performed, and be at the appropriate level of 
detail. 

8. Terminology, structure and editorial style should, where possible, be consistent within 
and across documented information and – as appropriate – conform to local or global 
documentation standards and procedures published for this purpose. 

9. Information provided in different forms but which logically belongs together should be 
organized as an actual or virtual set so as to promote the efficiency, effectiveness and 
satisfaction27 of carrying out the associated tasks, activities and functions for which the 
information is provided. Where necessary, information explaining the use of the 
information item set should be provided, together with the navigation and search 
facilities necessary for easy information retrieval and re-use. 

10. Information structures and templates should be created that make it easier to record and 
retain information systematically. For example, an organisation should create standard 
and specialised document templates appropriate to the applications and activities of the 
organisation, e.g. standard failure reports, change request forms, invoices, etc. One 
document or information template will not fit all purposes; distinct activities and 
applications will require distinct templates. 

Principle 6 (The Principle of Reusability): Design an information entity explicitly to 
maximise its potential for re-use wherever appropriate. 

Explanation: Information is resource-intensive throughout its lifecycle. Maximising the 
reusability of information maximises the efficiency of re-use. Efficient re-use means that the 

                                                 
27 ISO 9241-11:1998, Ergonomic requirements for office work with visual display terminals (VDTs) – Part 11: 
Guidance on usability (International Organization for Standardization). 
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enterprise can derive future benefit(s) from information created today and can avoid needless 
recreation of today’s information in the future. 

Guidance: Usability concerns the use of information in a “local” context. Reusability concerns 
the use of that information beyond that initial “local” context to different organisational or 
geographical contexts (re-use of information in an extended enterprise or across the supply 
chain), to different temporal contexts (re-use of information in the future where the timescale 
for re-use could be several years or several decades), and to different functional contexts (re-use 
of information for purposes other than those for which it was initially created and recorded). 
Some or all of these different re-use contexts may need to be considered when an information 
entity is designed and recorded. 

Guidance: Annotation of information entities with meta-information can be an effective 
technique for making information entities more reusable. Annotation enables information 
entities to be explicitly qualified in terms of characteristics such as maturity and provenance. 
Annotation may be used to record how an information entity changes with time, for example to 
capture different versions of a plan or a process or to capture the ebb and flow of argumentation 
in a discussion. 

Guidance: Information workers should use the facilities available in software tools to annotate 
information objects with meta-information that is and will be useful to current and future 
business needs. For instance, even standard office packages allow document creators to 
annotate documents with user-level Properties, while web page standards permit metadata 
tagging which can assist retrieval. 

Evidence: An aerospace manufacturing company has reconsidered its structural analysis 
processes. The original tool, NASTRAN, required all information relating to geometry, 
structure, load, material and boundary conditions to be loaded into the same input file.  An 
improved approach allows each entity to be maintained separately such that each may be re-
used in alternative contexts; for example, in a different form of analysis or under different 
iterations of analysis. 

XML is intended to separate information content from information supporting its processing, 
Hence its utilisation allows information to be re-used in as-yet undecided contexts. 

Principle 7 (The Principle of Evaluation): Assess and assign the value of an information 
object throughout its life from creation to disposal. 

Explanation: The value and criticality of specific information objects to the business will be 
influenced by a great many factors, and will increase and/or decrease over time as the influence 
of these factors themselves change. Some information objects will become more important as 
time passes because, for instance, the experts who created them are no longer employed by the 
organisation. Similarly some information has a natural “half-life” and becomes less valuable as 
time passes. The value placed upon information may vary dependent on the perspective of the 
evaluator. The perspective will be dictated by such things as the rôle the individual plays in the 
company and also the maturity of the information (which will have a bearing on its authority, 
trustworthiness, and so on) and thus the form and rôle of the information. 

Guidance: Annotation of information using appropriate meta-information is required for 
efficient and automatic assignment and evaluation of the value of information entities. 
Information entities can be characterised along many dimensions including information 
maturity, progress within a process, provenance, frequency and timing of changes, etc. Any and 



M. Geiss et al,  Principles for Enabling Access to Engineering Design Information Through 
Life – Building Curation into the Records                                                                        23  

 

 

all of these could potentially be used as annotations and, in turn, be useful individually or 
collectively as a measure of the value of the information entity. 

Guidance: The value of information entities and the process of assignment and evaluation are 
context-dependent; there are no absolute values. In particular, the value of information for 
management purposes will differ from the value of information for use to satisfy an information 
need, say in design, manufacturing, or service. 

Guidance: Regular reflection on information usage will be helpful in assessing the value of 
specific types of information objects. By considering what information has been previously 
useful for re-use or would have been useful had it been properly recorded, it is possible to 
perceive the future value of similar information objects and ensure that the right information is 
recorded. 

Guidance: The scalability and sustainability of an information system requires synthesis and 
discarding of obsolete information. The information’s cost (to capture, to store, and to maintain) 
and its subsequent value in re-use compared to the cost to reinvent that information should be 
the criteria for information storage and information discarding. 

Guidance: Deciding what to retain and what to discard is a difficult decision, particularly when 
some future business needs defy prediction. A possible partial solution is to consider multiple 
hierarchies of storage where ease and speed of access and assessment of value is traded against 
storage size and cost. Such hierarchical storage management strategies are ubiquitous in modern 
computing as processor caches versus main memory, local hard disks versus remote servers and 
optical jukeboxes. 

Evidence: An aerospace and defence manufacturer promotes the use of wiki pages within 
communities of practice, and monitors factors such as frequency of change and breadth and 
extent of involvement.  When certain criteria are met, and the wiki page is considered of great 
enough value, it is gradually migrated to one or more formally published and maintained 
guideline or policy documents. 

The majority of companies require certain high-value documents to be formally signed-off not 
only as a stage-gate but also to guarantee the validity of the contained information. 

Principle 8 (The Principle of Portability): Create an information entity and its annotations 
systematically using representations supporting perpetual re-use. 

Explanation: For re-use to be even potentially possible in the future, the file and other formats 
used to record information entities and their annotations must remain readable. Readability is a 
necessary but not a sufficient condition for re-use. Information entities must allow their 
information to be extracted in its “raw” form so that the information can actually be re-used, 
rather than merely read. 

Guidance: Archiving systems should employ standards (such as XML) and open-source 
approaches to maximise the retrievable lifespan of information objects. Proprietary file formats 
require specialist software to guarantee their readability. The existence of such software in the 
future is directly tied to the continued survival of the software vendors and their willingness to 
provide backwards-compatibility. Standards and open-source approaches make reader support 
more generally available and, in extremis, enable reader software to be recreated. XML 
representations are normally human-readable, rendering their structure and content transparent. 
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Guidance: For complex representations, preserving information entities such as files in multiple 
formats may be an effective means of ensuring that at least one format is still readable and 
reusable in the long-term. In creating such electronic “Rosetta Stones”, care must be taken to 
determine what is preserved by a given format (since some file conversions can lose 
information) and that a suite of formats does not become a back-door to proliferation of variant 
working copies of information entities. 

Guidance: Proprietary formats can embed information entities within a larger context in ways 
that make it difficult to re-use the information entities, e.g. embedded graphics in Word or PDF 
documents are not easily reusable. Open-source and standard approaches frequently record 
information in more “raw”, “simpler” textual formats, making it easier to extract the 
information entity. The trade-off for such rawness or simplicity in electronic information 
objects is frequently a larger file size. 

Guidance: The degree of simplicity or rawness desirable in a perpetual representation will vary 
according to the needs of the business application. In some circumstances, being able to extract 
an original picture or diagram will be sufficient. In other circumstances, simply being able to 
extract and re-use a graph or a chart will be insufficient because it is not the presentation of the 
chart that is important. Rather it is the data itself used to create the chart, which is the desired 
information for re-use. 

Evidence: The increasing ubiquity of XML-based representations supports a greater 
accessibility of the underpinning informational content of a record.  Open Standards, such as 
HTML and SVG (Scalable Vector Graphics), provide a community-wide agreed mechanism for 
expressing specific information entities, and whilst subject to obsolescence as they become 
outmoded (for example as PNG replaces GIF) they are not subject to proprietary controlling 
interests. 

Principle 9 (The Principle of Robustness): Use robust methods to capture, create and 
manipulate information entities. 

Explanation: “Garbage In, Garbage Out” holds true with any computer system. Ambiguous 
procedures enable the same operation to be performed in two or more distinct fashions, and the 
outcomes may also be distinct and potentially incorrect. Procedures should be systematic and 
unambiguous. Complex, detailed or tedious procedures can be burdensome for people and be 
error-prone when performed manually. 

Guidance: Where appropriate, the administrative tasks associated with information entities and 
their annotation should be automated as this will reduce the opportunities of human error. 
Additionally this will reduce the amount of extra work needed to complete a task that could 
otherwise be added by comprehensive and effective management of information entities. An 
information system that does not significantly add to people’s workloads is more likely to be 
adopted than one that entails extra work. 

Guidance: Capture of human-supplied data should seek to minimise error. Maintenance and in-
service records will frequently exhibit inconsistent use of terminology and spelling errors which 
can degrade text retrieval and mining techniques. Prescribed data-entry techniques, e.g. control 
vocabulary and pull-down menus, can avoid many of these issues. 

Guidance: Automated procedures for information entity management must be thoroughly 
verified and validated. An organisation gains little benefit from storing information entities if 



M. Geiss et al,  Principles for Enabling Access to Engineering Design Information Through 
Life – Building Curation into the Records                                                                        25  

 

 

the processes of capture or manipulation introduce systemic errors that then require laborious 
human effort to rectify. 

Guidance: The goal is to minimise unnecessary human workload and intervention in the 
process. The goal is not to remove people from the loop. People have expert knowledge and 
common sense that computer software lacks. Allow people to use their abilities as a check and 
balance on the automated procedures to spot mistakes that have originated in an earlier stage of 
a process or to catch circumstances that the systems have not been designed to handle. 

Guidance: Search and retrieval mechanisms must be able to scale as an information object store 
grows such that neither recall nor precision are significantly degraded. 

Evidence: A faceted classification scheme was successfully developed for organising structural 
analysis data within an aerospace manufacturing company.  Each information entity was 
classified by selecting appropriate classes within drop-down boxes, thus increasing consistency 
of cataloguing and easing later retrieval. 

Principle 10 (The Principle of Discovery): Actively employ the information repository as a 
resource for learning and discovery. 

Explanation: Where information and data are gathered together in large quantities, the 
opportunity arises for using them as a collective resource for learning by using pattern-
searching technologies, such as those employed in text and data mining. These techniques can 
expose statistical patterns in the data, which indicate relationships between items of information 
that may hitherto have been unknown, thus revealing new and unexpected knowledge. An 
example of this might be where a repeated occurrence of failure in a product can be seen, 
through statistical scrutiny, to be linked to use conditions occurring in a particular order or 
combination. 

Guidance: Where possible, design information objects in such a way as to support future 
knowledge extraction. Such support is enshrined in and is an extra benefit of other preceding 
Principles, which improve record structure and organisation through such things as the use of 
template-driven document generation, the use of annotation and meta-information, and so on. 

Guidance: Adopt recording approaches that allow multiple perspectives and/or user viewpoints 
on the information to be maintained, extending the scope of future knowledge extraction. 
Maintaining re-use perspectives can pay back people’s time and commitment in the present for 
their own benefit in the future. 

Guidance: Data logging and other monitoring devices can very quickly produce large amounts 
of potentially useful data. Maximize the use of such data by identifying in advance useful 
relationships, and model the information in such a way to optimise analysis for prediction. 

Guidance: Accurate learning is dependent on achieving low error rates in recording. In 
documentary-type reporting, prescribing or controlling the bounds of information entry, using 
such things as controlled vocabularies, taxonomy or user selection based on pull-down menus 
assist in doing this. 

Guidance: Organisations, like individuals, must learn from their mistakes and the mistakes of 
individuals within the organisation. “Lessons learned” systems can be associated with negative 
experiences and a reluctance to admit mistakes for fear of being adversely judged. Try to 
provide ‘safe’ non-discriminatory reporting environments, which allow the reporting of 
negative experiences or outcomes without rebound on the reporter. This promotes objective 
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reporting especially of sensitive matters concerned with failure, non-compliance and mistakes, 
these often being the things from which most can be learned. Objective reporting practices are 
preferred because opinions can reduce confidence and accuracy in the re-use of organisational 
memory elements. An example of this is the Confidential Human Factors Incident Reporting 
Programme used by the UK’s civil aviation authority, which allows aircrew to report dangerous 
incidents without the reporters being identified by peers or superiors. 

Guidance: In order to close the loop, continuous improvement practices and initiatives must be 
embedded. Any learning opportunities should be targeted and made accessible to the correct 
audience. For example, identify the target audience for the sharing of lessons learned and 
promote communities of practice. 

Guidance: Make commercial and infrastructural arrangements upfront with regard to policies 
for collecting data and information that will prove beneficial for learning and discovery. 

Evidence: Many companies utilise Lessons Learnt databases to document and make available 
evidence-based reflections from previous projects, both negative and positive. 

Principle 11 (The Principle of Design): Design all aspects of information management to 
satisfy the organisation’s current and future needs. 

Explanation: Information has asymmetric properties – for example, it is easy to create but hard 
to trust, it is easy to spread but hard to control. Such properties mean that information entities 
require careful management strategies. Information entities must be properly managed at all 
stages of their life cycle if they are to benefit the organisation in the short and long term. 

Guidance: In this context, management strategies must be applied to the creation, annotation, 
storage, retrieval, manipulation, dissemination and obsolescence of information entities. 
Narrowly focusing on managing one aspect of an information entity while neglecting all others 
is unhelpful. 

Guidance: Management strategies should promote prudence in the generation, recording and 
retention of information. Every activity associated with, and every aspect of, information is 
resource-hungry. Management practices that fail (implicitly or explicitly) to question the 
generation of information are inefficient. 

Guidance: Strategies should be designed for the benefit of the organisation. Information and 
information entities should be servants of the organisation, not its masters. Sometimes, 
however, it will be necessary for people and the organisation to adapt to changing practices. 

Guidance: The needs of the organisation include the socio-technical needs of the people and the 
technical needs of processes, software tools and so forth. In many cases, the needs of external 
supply chains, corporate partners, and the business environment must also be considered in 
shaping strategies. 

Guidance: Strategies should seek short-term benefits from information entities as well as long-
term benefits. Short-term benefits give people and the organisation an immediate return on their 
investment and encourage wider adoption, thus ensuring the efforts are maintained and so 
enabling the realisation of longer-term benefits. Strategies that only provide long-term benefits 
frequently fail because the personnel making the effort are unlikely to receive them (they may 
have left the organisation, been promoted, etc.) and so there is little incentive to do extra work 
for a nebulous future ‘common good’. 
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Guidance: As an example management requirement, if information entities are divided into 
multiple information stores, say local, group and enterprise-level, then there should be a 
strategy for the management of each information store, and for deciding on the movement of 
information among the different information stores. The quality and maturity of the information 
entity may provide criteria to guide the development of strategies for information 
communication. 

Guidance: Appropriate dissemination is integral to the effective use and re-use of knowledge. 
Information entities should be shared as appropriate to the circumstances, at the appropriate 
time, to the appropriate audience according to the needs of the organisation. The value of 
information can be increased by sharing with an appropriate audience at the appropriate time. 
The converse also applies. 

Guidance: A chief information officer may help to champion an effective information re-use 
strategy to encourage good information and knowledge management practice. 

Guidance: Good information and knowledge management practices must be encouraged using 
reward and incentivisation mechanisms. 

Evidence: A US chemicals manufacturer discontinues work for one week each year in order to 
provide time for workers to maintain and update their information repositories. 

Some organisations use internal artificial currency to reward collaboration and behaviours 
beneficial to the company (e.g. i-Free’s “freeshkas”28). 

Concluding Remarks 
The work described in this chapter was conducted by a multitude of researchers and engaged a 
number of engineering companies from across a broad section of this domain, which allowed a 
variety of approaches to be developed to suit differing problem contexts.  A common theme or 
set of threads ran through this work, which the Principles are intended to reflect while also 
providing guidance to those engaged in the management of information over extended 
lifecycles.  Distinctions have not been made between creator, manager, user or even curator, as 
although the implementation or application of each Principle may differ, the underpinning 
concept remains common. 

A final remark to take note of is that all of the Principles focus on the technical aspects of 
information, and do not treat the social, behavioural or organisational aspects which were 
explored within the underpinning project and which are vital to the implementation of any 
method of curating engineering design information.  This reflects the fact that the Principles are 
intended to support the creation of engineering design information sets in a state amenable for 
long-term curation; however, it is important to note that this covers but one dimension of the 
problem.  The problems of ensuring that users create and share information in manners 
conducive to good curation are, of course, far from trivial and thus effort must be expended in 
understanding social issues such as incentivisation and more managerial issues such as 
Intellectual Property Rights – a key issue when considering that many product-service contracts 
may involve a multitude of companies, some of whom are generally in competition. 

                                                 

28  Gary Colet, 2006, ‘The State of Knowledge Management in Russia,’ 21st Century Organization, entry posted 
24 November,  http://c21org.typepad.com/21st_century_organization/2006/11/gary_colet_the_.html (accessed 
23 Dec 2009). 
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The authors note the significant inputs made by colleagues researching these aligned issues, 
both in adding a depth of understanding of the overall issue of information management and in 
adding to the technical work described in this chapter. 
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